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 A B S T R A C T

The numerical simulation of multiphase flows involving dispersed components with large scale disparities, 
such as the collisions between millimeter-sized bubbles and micron-sized mineral particles in flotation, poses 
a significant computational challenge. Accurately resolving the thin boundary layers of finite-size objects while 
tracking massive numbers of small particles within a large turbulent domain is often prohibitively expensive 
on uniform grids. To address this, we present a parallel scalable computational framework that couples the 
lattice Boltzmann method with the immersed boundary method on a dynamically adaptive octree grid. A 
key algorithm is developed for the efficient parallel host-cell searching, which significantly accelerates the 
tracking of Lagrangian points on distributed unstructured grids. The accuracy and robustness of the code are 
rigorously validated against canonical benchmarks, including the flow induced by an oscillating cylinder and 
the sedimentation of a sphere. The framework is applied to the multiscale problem of bubble-particle collisions. 
In quiescent flow, the simulations accurately capture the hydrodynamic interception mechanism, reproducing 
the theoretical collision efficiency scaling law proportional to the square of the particle-to-bubble size ratio. 
Furthermore, the framework is applied to the simulation of fully resolved bubbles interacting with inertial 
point particles in homogeneous isotropic turbulence.
. Introduction

Fluids in nature and industry often contain suspensions of particles, 
ubbles, or droplets of various sizes. Collisions among these dispersed 
ntities play a crucial role in many physical and environmental pro-
esses, i.e., the formation of raindrops through the coalescence of 
icroscopic water droplets [1], sedimentation in rivers [2], fractional 
olidification of magmas [3]. Similar mechanisms are also essential in 
umerous industrial applications, including water treatment [4], min-
ral recovery through flotation [5], and the separation of plastics for 
ecycling [6]. Numerical simulation provides a powerful tool to study 
uch complex multiphase flow systems and to explore the dynamics 
f particle collisions under controlled conditions. A central challenge 
n modeling such particle-laden flows is the accurate and efficient 
esolution of collisions between entities with large separations in scale, 
articularly within a turbulent background. For instance, in flotation, 
illimeter-sized bubbles interact with micron-sized mineral particles. 
hese interactions involve high particle Reynolds numbers (𝑅𝑒𝑝) and 
hin boundary layers around the dispersed phase. Accurately capturing 

∗ Corresponding author at: Institute of Aerodynamics, RWTH Aachen University, Wüllnerstraße 5a, 52062 Aachen, Germany.
E-mail address: d.krug@aia.rwth-aachen.de (D. Krug).

the two-way coupling between the particles and the surrounding fluid 
therefore necessitates interface-resolved simulation methods. In the 
context of the physical applications discussed in this work (e.g., flota-
tion), bubbles are assumed to be fully contaminated by surfactants or 
impurities. Consequently, their interfaces are stiff, allowing them to 
be hydrodynamically modeled as non-deformable rigid spheres with a 
no-slip boundary condition.

The immersed boundary method (IBM) has emerged as a leading 
approach for simulating flows with finite-size particles [7,8]. In the 
IBM framework, an interface is discretized by Lagrangian markers, and 
boundary conditions are enforced on the underlying Eulerian grid. This 
avoids the complexities of body-fitted meshing. However, this advan-
tage comes at a steep price. To resolve the thin boundary layer around 
each particle, a fine grid resolution must be applied globally when 
using a uniform grid, causing the total number of grid points to scale 
severely with the Reynolds number [8]. The challenge is amplified in 
turbulent flows, where the grid must resolve both the particle boundary 
layers and the smallest dissipative eddies of the background flow. For 
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instance, a finite-size particle at a high 𝑅𝑒𝑝 often requires a large num-
ber of grid points across its diameter (e.g., 𝑑𝑝∕𝛥𝑥 = 100) to accurately 
capture the boundary layer dynamics [9]. If this particle is marginally 
larger than the Kolmogorov scale (e.g., 𝑑𝑝 ≈ 10𝜂), the required uniform 
grid spacing would be pushed to 𝛥𝑥 ≈ 0.1𝜂. Since direct numerical 
simulation (DNS) of the background turbulence typically only requires 
𝛥𝑥 ≈ 𝜂, employing a uniform grid implies that the background flow 
is over-resolved by an order of magnitude in each spatial direction. 
This leads to prohibitive computational costs and strongly highlights 
the necessity of using adaptive mesh refinement (AMR) to decouple 
the grid requirements of the particle boundary layer from those of the 
background turbulence. By refining the mesh locally, fine grids can 
be concentrated around particle interfaces to resolve boundary layers, 
while coarser grids can efficiently represent the larger scales of the 
background flow. This approach not only dramatically reduces the total 
number of grid points but also maintains locally uniform grid patches, 
which is ideal for preserving the accuracy of the IBM interpolation 
schemes.

To solve the fluid dynamics on such adaptive grids, the lattice 
Boltzmann method (LBM) offers distinct advantages [10]. As a meso-
scopic method with a simple stream-and-collide algorithm, the LBM 
is computationally efficient and its inherent data locality makes it ex-
ceptionally well-suited for massively parallel computing. Crucially, the 
LBM operates on a uniform Cartesian structure within each refinement 
level of the tree-based grid. This provides a natural and seamless com-
patibility with the IBM, avoiding the complex interpolations required 
when coupling traditional Navier–Stokes solvers with IBM on non-
uniform grids. The combination of LBM–IBM on adaptive grids is thus 
a powerful and efficient framework for interface-resolved simulations.

While adaptive grids solve the resolution problem, their efficient 
parallelization presents challenges. For the Eulerian grid, tree-based 
structures are amenable to scalable partitioning using space-filling 
curves (SFCs), an approach leveraged by robust libraries like p4est [11
12], which provides the foundation for our framework. Beyond the 
management of the Eulerian grid, however, coupling this framework 
with a large number of Lagrangian particles introduces another layer 
of algorithmic complexity. As particles advect across the domain, 
they frequently cross processor boundaries, necessitating efficient data 
migration. Furthermore, on a dynamically adapting grid, determining 
the specific grid cell (the ‘‘host cell’’) that contains each Lagrangian 
point becomes a non-trivial and potentially expensive task. A fast 
and scalable parallel search algorithm for locating these host cells is 
therefore essential to the overall performance of the simulation.

This paper presents a scalable numerical method for simulating 
collisions of particles with large size disparities in turbulent flows, 
based on an LBM solver coupled with IBM on a dynamically adaptive 
octree grid. While our solver leverages the robust foundational data 
structures of existing libraries (e.g., p4est for octree management), 
the specific multi-scale coupling algorithms are developed specifically 
for this work. The main contributions of this paper are: (i) We de-
veloped a customized algebraic search algorithm and a two-tier MPI 
migration scheme tailored for p4est. This overcomes the lack of 
native tracking interfaces, enabling scalable communication for mil-
lions of particles across dynamically adapting grids. (ii) To prevent 
the Lagrangian search from being bottlenecked by massive turbulence-
induced mesh refinement in the wake, we construct an independent, 
locally refined auxiliary grid forest exclusively for IBM markers, which 
significantly enhances the computational efficiency. (iii) By synergizing 
the tracking protocol and the auxiliary grid, we present a unified adap-
tive framework capable of simultaneously resolving finite-size bodies 
(via IBM) and tracking millions of one-way coupled sub-grid point 
particles.

This paper is organized as follows: In Section 2, we detail the numer-
ical methods, including the lattice Boltzmann method, the immersed 
boundary algorithm, and the governing equations for the dispersed 
phase. Section 3 extends these algorithms to the parallel, adaptive 
2 
context. In Section 4, we present several validation cases that demon-
strate the accuracy and scalability of our implementation. Finally, in 
Section 5, we apply the validated framework to investigate the com-
plex dynamics of bubble-particle collisions, highlighting the method’s 
capability for studying complex multiphase systems.

2. Numerical methods

2.1. Lattice Boltzmann method

The fluid dynamics are solved using the LBM [13,14], which has 
been widely adopted in many open-source frameworks [15–17]. The 
LBM describes the evolution of discrete-velocity distribution function, 
𝑓𝑖(𝐱, 𝑡), at the position 𝐱 and time 𝑡, where the index 𝑖 corresponds to 
a discrete velocity vector 𝐜𝑖. The governing lattice Boltzmann equation 
(LBE) is given by: 
𝑓𝑖(𝐱 + 𝐜𝑖𝛥𝑡, 𝑡 + 𝛥𝑡) = 𝑓𝑖(𝐱, 𝑡) + [𝛺𝑖(𝐱, 𝑡) + 𝑆𝑖(𝐱, 𝑡)]𝛥𝑡 (1)

where 𝛥𝑡 is time interval that it takes for particles 𝑓𝑖 to travel across one 
lattice space. The left-hand side represents the streaming of populations 
to neighboring lattice nodes, and the right-hand side, 𝛺𝑖(𝐱, 𝑡), is the 
collision operator. The simplest collision process is modeled using the 
single-relaxation-time Bhatnagar–Gross–Krook (BGK) operator [18]: 

𝛺𝑖(𝐱, 𝑡) = −
𝑓𝑖 − 𝑓 𝑒𝑞

𝑖
𝜏

(2)

where 𝜏 is the relaxation time that controls the rate of approach to 
the equilibrium distribution function, 𝑓 𝑒𝑞

𝑖 . The equilibrium distribution, 
for a weakly compressible fluid, is a low-Mach number expansion of the 
Maxwell–Boltzmann distribution: 

𝑓 𝑒𝑞
𝑖 (𝐱, 𝑡) = 𝑤𝑖𝜌𝑓

(

1 +
𝐮 ⋅ 𝐜𝑖
𝑐2𝑠

+
(𝐮 ⋅ 𝐜𝑖)2

2𝑐4𝑠
− 𝐮 ⋅ 𝐮

2𝑐2𝑠

)

(3)

 Here, 𝑤𝑖 are weight coefficients specific to the chosen lattice stencil, 
and 𝑐2𝑠 = (𝛥𝑥∕𝛥𝑡)2∕3 is the square of the lattice speed of sound, where 
𝛥𝑥 is the lattice spacing. To incorporate the effects of an external 
body force 𝐅(𝐱, 𝑡), which is essential for coupling the immersed bound-
ary method, a discrete source term 𝑆𝑖(𝐱, 𝑡) must be incorporated into 
Eq. (1). We adopt the well-established forcing scheme proposed by 
Guo et al. [19] for calculating this source term. The macroscopic fluid 
density 𝜌𝑓  and velocity 𝐮 are recovered by taking moments of the 
distribution functions:
𝜌𝑓 (𝐱, 𝑡) =

∑

𝑖
𝑓𝑖(𝐱, 𝑡) (4)

𝐮(𝐱, 𝑡) = 1
𝜌𝑓

∑

𝑖
𝐜𝑖𝑓𝑖(𝐱, 𝑡) +

𝐅𝛥𝑡
2𝜌𝑓

(5)

The fluid pressure is related to the density by 𝑝 = 𝑐2𝑠 𝜌𝑓  and the 
kinematic viscosity 𝜈 is determined by the relaxation time: 

𝜈 = 𝑐2𝑠 (
1
𝜔

− 1
2
)𝛥𝑡 (6)

where 𝜔 = 1∕𝜏 is the relaxation rate. In this work, we employ the 
D2Q9 lattice for two-dimensional simulations and the D3Q19 lattice 
for three-dimensional simulations [20]. The terminology D𝑘Q𝑛 refers 
to 𝑘 dimensions and number 𝑛 of discrete velocity vectors.

2.1.1. LBM on adaptive grids
Generalizing the LBM to adaptive grids requires a consistent treat-

ment of interfaces between different refinement levels. Two approaches 
are commonly used: (i) employing a constant time step across all 
levels, which alters the local Courant–Friedrichs–Lewy (CFL) num-
ber [21,22], and (ii) maintaining a constant ratio between the grid 
spacing and the time step, which introduces space–time adaptivity 
(often referred to as acoustic scaling [23,24] because the speed of 
sound remains constant). The latter can be achieved with temporal 
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Fig. 1. Schematic illustration of one collision-streaming loop on the coarse grid (level 𝑙0) and corresponding two collision-streaming loops on the fine grid (level 
𝑙1). The gray grid indicates the grid at the refinement border, which hosts the virtual cell. 𝑐𝑙𝑖  indicates the collision step at grid level 𝑙𝑖 and 𝑠𝑙𝑖  indicates the 
streaming step at grid level 𝑙𝑖.
interpolation techniques [25] or volumetric formulations [26,27]. Ap-
proach (ii) is selected because it maintains a uniform acoustic speed 
across all levels, preventing spurious wave reflections and numerical 
instabilities at grid interfaces. Furthermore, since the global minimum 
time step is dictated by the finest level, Approach (ii) avoids forcing 
coarse grids to update at unnecessarily small time increments, thereby 
optimizing computational effort on coarse levels. In this work, we 
adopt the volumetric, cell-centered formulation (Approach (ii)) pro-
posed by Rohde et al. [27], which has been successfully implemented 
in High Performance Computing (HPC) codes like PEANO [28] and 
waLBerla [29]. Under acoustic scaling, the time step 𝛥𝑡 at a given 
refinement level 𝑙 is proportional to the grid spacing 𝛥𝑥𝑙 [30]. For the 
2:1 refinement ratio used here, a coarse cell at level 𝑙 evolves with a 
time step 𝛥𝑡𝑙, while its child cells at level 𝑙 + 1 perform two complete 
collision-and-stream cycles using a time step 𝛥𝑡𝑙+1 = 𝛥𝑡𝑙∕2.

Communication across refinement boundaries is managed through 
a layer of virtual cells embedded in the coarse cell adjacent to the 
interface (see gray region in Fig.  1). The procedure to synchronize the 
grid over one coarse time step 𝛥𝑡𝑙 is as follows (see Fig.  1): (i) Collision:
Perform the collision step in both coarse and fine level of grids (step 
1 and 2 in Fig.  1). (ii) Expansion: Post-collision populations from the 
coarse cell (𝑓 𝑐

𝑖 ) are directly assigned to the overlapping virtual sub-cells 
(𝑓 𝑣

𝑖 ), such that 𝑓 𝑣
𝑖 = 𝑓 𝑐

𝑖 . This equal interpolation is physically con-
sistent, as the distribution functions represent densities (step 3 in Fig. 
1). (iii) Fine Grid Sub-cycles: Two full collision-and-stream sub-cycles 
are performed on the fine grid. During streaming, populations are 
exchanged between real fine cells and the populated virtual cells (step 
4-6 in Fig.  1). (iv) Coalescence: The final post-collision populations in 
the virtual cells are averaged and transferred back to the corresponding 
coarse grid cell. For a 𝐷-dimensional problem, these values are simply 
transferred by evaluating 𝑓 𝑐

𝑖 = 1
2𝐷

∑

𝑓 𝑣
𝑖  (e.g., 𝑓 𝑐

𝑖 = 1
4
∑

𝑓 𝑣
𝑖  in 2D), 

ensuring strict mass and momentum conservation (step 7 in Fig.  1). (v)
Coarse Grid Stream: The coarse grid performs its streaming step using 
the updated distribution functions from the coalescence step (step 8 in 
Fig.  1).

To maintain physical consistency across refinement levels, quanti-
ties must be properly rescaled. With acoustic scaling, we have 𝛥𝑥𝑐 =
2𝛥𝑥𝑓  and 𝛥𝑡𝑐 = 2𝛥𝑡𝑓  (let 𝑓 and 𝑐 represent the quantities in fine and 
coarse grids). The speed of sound 𝑐𝑠 = 𝛥𝑥∕(

√

3𝛥𝑡) remains constant 
across all levels, ensuring that velocity in lattice units is continuous 
(𝑢𝑐 = 𝑢𝑓 ). The condition that the Reynolds number for a given flow 
should be grid–independent, reads: 

𝑅𝑒 = 𝑢 𝐿 ∕𝜈 = 𝑅𝑒 = 𝑢 𝐿 ∕𝜈 , (7)
𝑐 𝑐 𝑐 𝑐 𝑓 𝑓 𝑓 𝑓

3 
this leads to the scaling relation of kinematic viscosity in lattice units 
across the grids: 𝜈𝑓 = 𝛥𝑥𝑐

𝛥𝑥𝑓
𝜈𝑐 . Combining with Eq. (6), these imply that 

the relaxation rate 𝜔 is scaled with each grid level [23]: 

𝜔𝑓 =
2𝛥𝑥𝑓𝜔𝑐

𝛥𝑥𝑓𝜔𝑐 + 2𝛥𝑥𝑐 − 𝛥𝑥𝑐𝜔𝑐
=

2𝜔𝑐
4 − 𝜔𝑐

(8)

A body force term, represented by a lattice acceleration 𝑎, must also 
be scaled to represent the same physical acceleration. This yields the 
relation: 

𝑎𝑐
𝛥𝑥𝑐
𝛥𝑡2𝑐

= 𝑎𝑓
𝛥𝑥𝑓
𝛥𝑡2𝑓

⇒ 𝑎𝑐 = 𝑎𝑓
𝛥𝑡𝑐
𝛥𝑡𝑓

⇒ 𝑎𝑐 = 2𝑎𝑓 (9)

2.2. Immersed boundary method

In the IBM, it is assumed that the viscous fluid fills both the inside 
and outside of the immersed boundary. To enforce the no-slip boundary 
condition, localized body forces are applied to the Eulerian lattice 
points near the fluid–solid interface. The specific methodology for 
determining these body forces varies among different IBM implemen-
tations [31]. In this work, we adopt the multi-direct-forcing scheme. 
This method is essentially an iterative extension of the standard direct-
forcing scheme, designed to iteratively reduce the velocity slip at the 
boundary for enhanced accuracy. Let 𝐗𝑘 and 𝐔𝑘 denote the coordinates 
and the prescribed velocities of the 𝑁 Lagrangian markers representing 
the moving boundary, respectively. Since the Lagrangian points 𝐗𝑘
generally do not coincide with the Eulerian grid points 𝐱, interpolations 
between the two systems are required. Given the distribution functions 
𝑓𝑖 at time 𝑡, an intermediate unforced velocity field 𝐮∗ is first obtained 
using Eq. (5) without the IBM forcing term. Subsequently, the momen-
tum exchange between the boundary and the fluid is realized by the 
following four-step procedure, which is iterated multiple times within 
a single time step in the multi-direct-forcing scheme [32]:

• interpolation of the velocity from the Eulerian grid 𝐱 to the 
position of Lagrangian markers 𝐗𝑘(𝑡): 

𝐮∗𝑘(𝐗𝑘, 𝑡) =
∑

𝐱
𝐮∗(𝐱, 𝑡)𝑊 (𝐱 − 𝐗𝑘)(𝛥𝑥)𝐷 (10)

• computation of the body force term 𝐅𝑘 for each Lagrangian 
marker 𝐗𝑘(𝑡) according to the velocity of the immersed boundary, 
𝐔𝑘: 

𝐅 (𝐗 , 𝑡) = 𝜌 (𝐔 (𝐗 , 𝑡) − 𝐮∗(𝐗 , 𝑡))∕𝛥𝑡 (11)
𝑘 𝑘 𝑓 𝑘 𝑘 𝑘 𝑘
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Fig. 2. Flowchart of the recursive time-stepping algorithm for the coupled LBM–IBM solver on adaptive grids. The diagram illustrates how a coarse time step 𝛥𝑡𝑙
is decomposed into two finer sub-steps 𝛥𝑡𝑙+1. The IBM coupling operations are exclusively executed at the finest grid level (𝑙𝑚𝑎𝑥).
• Spread, i.e. extrapolate, the force 𝐅𝑘 from the Lagrangian markers 
𝐗𝑘 to the Eulerian grid 𝐱: 

𝐅(𝐱, 𝑡) =
𝑁
∑

𝑘=1
𝐅𝑘(𝐗𝑘, 𝑡)𝑊 (𝐱 − 𝐗𝑘)(𝛥𝑥)𝐷 (12)

• Correct the velocity at the Eulerian grid point: 
𝐮(𝐱, 𝑡) = 𝐮∗(𝐱, 𝑡) + 𝐅(𝐱, 𝑡)𝛥𝑡∕𝜌𝑓 (13)

Where the function 𝑊  is a weighting function proposed by Peskin [33], 
and 𝐷 is the dimensionality. The weighting function 𝑊  is given by: 

𝑊 (𝑥, 𝑦, 𝑧) = 1
𝛥𝑥

𝜙( 𝑥
𝛥𝑥

) ⋅ 1
𝛥𝑥

𝜙(
𝑦
𝛥𝑥

) ⋅ 1
𝛥𝑥

𝜙( 𝑧
𝛥𝑥

) (14)

Here, the 3-point discrete delta function 𝜙(𝑥) is employed, which is 
given by: 

𝜙(𝑥) =

⎧

⎪

⎨

⎪

⎩

1
3 (1 +

√

1 − 3𝑥2) 0 ≤ |𝑥| ≤ 0.5
1
6 (5 − 3|𝑥| −

√

−2 + 6|𝑥| − 3𝑥2) 0.5 ≤ |𝑥| ≤ 1.5
0 1.5 ≤ |𝑥|

(15)

2.3. Dynamics of the dispersed phases

The multiphase system considered in this work consists of two 
distinct dispersed phases: finite-size bodies fully resolved by the IBM, 
and small particles modeled using the point-particle model.

2.3.1. Fully resolved finite-size bodies
In the present framework, the finite-size dispersed entities are mod-

eled as rigid bodies. The translational and rotational dynamics of the 
finite-size bodies are governed by the Newton–Euler equations. Let 𝐱𝑏, 
𝐯𝑏, and Ω𝑏 denote the centroid position, translational velocity, and 
angular velocity, respectively, of a body with mass 𝑚𝑏, volume 𝑉𝑏, and 
moment of inertia tensor 𝐈𝑏. The equations of motion are:

𝑚𝑏
d𝐯𝑏
d𝑡

= 𝐅ℎ𝑦𝑑 + (𝑚𝑏 − 𝜌𝑓𝑉𝑏)𝐠, (16)

d(𝐈𝑏Ω𝑏)
d𝑡

= 𝐓ℎ𝑦𝑑 , (17)

where 𝐠 = −𝑔𝐞𝑧 is the gravitational acceleration vector. The hydro-
dynamic force 𝐅ℎ𝑦𝑑 and torque 𝐓ℎ𝑦𝑑 acting on the particle surface 
are computed directly from the immersed boundary forcing. In IBM, 
4 
the force exerted by the fluid on the structure is the reaction to the 
force exerted by the structure on the fluid, which is given by the 
summation over all Lagrangian markers, 𝐅𝑖𝑏𝑚 = −

∑𝑁
𝑘=1 𝐅𝑘𝛥𝑉𝑘 (𝛥𝑉𝑘

is the volume element defined as 𝑆∕𝑁 × 𝛥𝑥 where 𝑆 is the total 
surface area of the body). However, this term is in general not equal 
to 𝐅ℎ𝑦𝑑 , because a part of the forcing is used to drive the internal fluid 
inside the finite-size body [7,34]. We note that this effect is always 
significant, and must be taken into account for an accurate dynamics 
description, independently of the mass density of the particle. These 
internal compensation forces and torques can be obtained by the time 
rate variation of linear momentum 𝐏 and angular momentum 𝐋 of the 
fluid internally located in the particle. Thus, we have

𝐅ℎ𝑦𝑑 = −
𝑁
∑

𝑘=1
𝐅𝑘𝛥𝑉𝑘 +

d𝐏(𝑡)
d𝑡

(18)

𝐓ℎ𝑦𝑑 = −
𝑁
∑

𝑘=1
(𝐱 − 𝐱𝑏) × 𝐅𝑘𝛥𝑉𝑘 +

d𝐋(𝑡)
d𝑡

(19)

An additional set of Lagrangian points 𝐗𝑖𝑛 are located inside the body 
and move with it. They are used to calculate the linear and angular 
momenta of the internal fluid as follows:

𝐏(𝑡) = 𝜌𝑓 ∫𝑥∈𝛤
𝐮(𝐱, 𝑡)d𝐱 ≃

∑

𝑎𝑙𝑙𝐗𝑖𝑛

𝐮(𝐗𝑖𝑛, 𝑡)𝛥𝑉𝑖𝑛 (20)

𝐋(𝑡) = 𝜌𝑓 ∫𝑥∈𝛤
(𝐱 − 𝐱𝑏) × 𝐮(𝐱, 𝑡)d𝐱 ≃

∑

𝑎𝑙𝑙𝐗𝑖𝑛

[𝐗𝑖𝑛(𝑡) − 𝐱𝑏(𝑡)] × 𝐮(𝐗𝑖𝑛, 𝑡)𝛥𝑉𝑖𝑛. (21)

where 𝛤  is the closed domain inside the finite-size body. Here, we set 
the initial internal Lagrangian markers 𝐗𝑖𝑛(0) with the width of 𝛥𝑥𝑙=𝑚𝑎𝑥, 
therefore, we take 𝛥𝑉𝑖𝑛 = (𝛥𝑥𝑙=𝑚𝑎𝑥)𝐷.

2.3.2. Point-like particles
In contrast to the finite-size particles, whose size is much larger than 

the typical flow scale, particles with sizes comparable to or smaller 
than 𝜂 can be modeled as point-like particles. It should be noted that 
extending the current framework to two-way momentum coupling is 
not trivial on adaptive grids. If the particle size exceeds the local cell 
size, proper filtering operators akin to the discrete delta function [35] 
are required to avoid numerical singularities. In this study, a trun-
cated Maxey-Riley-Gatignol (MRG) equation is employed. Based on the 
literature, hydrodynamic drag and gravity predominantly dictate the 
macroscopic collision process [36]. However, we acknowledge that as 
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Fig. 3. Illustration of the parallel adaptive grid configuration for the LBM–IBM simulation of flow past a cylinder. (a) Grid-level distribution with three refinement 
levels. High resolution is concentrated near the cylinder surface (represented by Lagrangian markers 𝐗𝑘, shown as dots) and in the wake region. (b) Snapshot of 
the velocity field; note the grid is coarsened for visualization. (c) Domain decomposition among three MPI processes (Rank 0: Blue, Rank 1: Green, Rank 2: Red). 
(d–f) The local grid forests belonging to each MPI process. A layer of ghost cells from neighboring processes is explicitly maintained to enable the exchange of 
distribution functions at partition boundaries.
small particles approach the bubble surface, additional terms such as 
lift forces and sub-grid lubrication forces may alter the near-wall trajec-
tories. Incorporating these micro-physical forces, alongside the Basset 
history term, represents an important direction for future extensions. 
The motion of a particle with density 𝜌𝑝 and radius 𝑟𝑝 = 𝑑𝑝∕2 is 
governed by the balance of inertia, hydrodynamic drag, and net gravity 
(buoyancy): 

𝑚𝑝
d𝐯𝑝
d𝑡

= 6𝜋𝜇𝑟𝑝𝑓𝑝(𝐮(𝐱𝑝) − 𝐯𝑝) + (𝑚𝑝 − 𝑚𝑓 )𝐠, (22)

where 𝐯𝐩 is the particle velocity, 𝐮(𝐱𝑝) is the fluid velocity at the particle 
location, and 𝑚𝑝 =

4
3𝜋𝑟

3
𝑝𝜌𝑝 is the particle mass. The drag coefficient 𝑓𝑝 =

1 + 0.15𝑅𝑒0.687𝑝  is the correction factor that accounts for nonlinear drag 
and is a function of particle Reynolds number (𝑅𝑒𝑝 = 2𝑟𝑝|𝐮 − 𝐯𝑝|∕𝜈). 
The particle equations are integrated using a second-order Adams–
Bashforth (AB2) scheme, with the fluid velocity 𝐮 obtained via trilinear 
interpolation from the Eulerian grid. Crucially, the time integration 
is tightly coupled with the adaptive fluid solver: the particle time 
step 𝛥𝑡𝑝 is dynamically adjusted to match the local fluid time step 
𝛥𝑡𝑙 corresponding to the refinement level 𝑙 of the host cell where the 
particle currently resides. This ensures strict temporal synchronization 
between the dispersed phase and the multi-level carrier flow. For the 
current one-way coupling, the fluid velocity at the exact location of 
the small point particles is obtained via trilinear interpolation from the 
surrounding Eulerian grid nodes. A specific numerical challenge arises 
from the multi-step nature of the AB2 scheme, which relies on the right-
hand side evaluation (i.e., the particle acceleration) from the previous 
time step. Because the adaptive framework employs level-dependent 
lattice units, a particle migrating across a refinement boundary carries 
the acceleration data scaled in the units of its previous host cell. 
To preserve physical and mathematical consistency, this previous-step 
acceleration must be explicitly rescaled (as per the acceleration scaling 
laws discussed in Section 2.1) to the local lattice units of the new 
refinement level prior to executing the AB2 time integration.
5 
2.4. Recursive time-integration scheme on adaptive grids

The temporal evolution of the coupled system is managed by a 
recursive time-stepping algorithm, following the strategy implemented 
in the waLBerla framework [37]. This scheme orchestrates the sub-
cycling of the fluid solver, the force coupling of the IBM, and the 
particle updates across different refinement levels.

As illustrated in Fig.  2, the algorithm performs a depth-first traversal 
of the grid hierarchy. For a simulation with a maximum refinement 
level 𝑙𝑚𝑎𝑥 and a base level 𝑙𝑚𝑖𝑛, a single time step on a coarse level 𝑙
involves two recursive sub-steps on the finer level 𝑙 + 1. This ensures 
that the acoustic scaling constraint (𝛥𝑡𝑙 = 2𝛥𝑡𝑙+1) is satisfied.

A critical design choice in our framework is the treatment of the 
finite-size body. The immersed boundary calculations (velocity interpo-
lation and force spreading) are strictly restricted to the finest grid level 
𝑙𝑚𝑎𝑥. Restricting the IBM operations to the finest grid level not only 
facilitates the consistent application of the discrete delta function but 
is also physically motivated, as the highest shear gradients are localized 
at the particle interface. Consequently, the IBM coupling routines are 
only invoked when the recursive cycle reaches the leaf nodes at the 
maximum depth of the tree. In contrast, the point-particle integration 
(as described in Section 2.3) is performed at the local level where the 
particle resides, ensuring synchronization with the local fluid time step.

The synchronization between levels, specifically the exchange of 
distribution functions via the virtual cell layers and the coarse-fine 
interpolation, is performed immediately after the collision-streaming 
cycles of the respective levels, ensuring flux conservation across the 
adaptive mesh interfaces.

3. Parallelization approach and implementation

The present code structure employs a fully parallelized algorithm 
designed to efficiently handle large-scale simulations involving com-
plex fluid–structure interactions. Rather than modifying existing CFD 
codes (e.g. Basilisk or waLBerla), we developed a dedicated in-house 
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solver based on the p4est library. This provides the direct data 
control needed to efficiently integrate our adaptation algorithms and 
auxiliary grids for multi-scale particle simulations. The implementation 
focuses on ensuring scalability, minimizing communication overhead, 
and maintaining numerical consistency across distributed processes. 
This section outlines the core components of the parallel strategy, 
structured into three parts: (i) Grid management, which details the 
domain decomposition, dynamic adaptation, and data communication 
on the Eulerian mesh; (ii) Lagrangian data handling, focusing on the 
parallel storage and transfer of finite-size particles and Lagrangian 
markers in IBM; and (iii) The auxiliary grid forest constructed for the 
IBM, which facilitates the coupling between Eulerian and Lagrangian 
representations, and the computational efficiency.

3.1. Grid management and domain decomposition

The use of adaptive tree-based grids significantly reduces the com-
putational cost of simulating finite-size particle-laden flows. By restrict-
ing fine grid resolution to the immediate vicinity of particle boundary 
layers where high gradients exist, we could avoid over-resolving the 
background flow field, i.e., turbulence. The cell-centered LBM for-
mulation adopted here is naturally compatible with tree-based data 
structures, allowing for efficient encoding of the grid hierarchy [38]. 
In this work, the computational domain is managed using the p4est
library [11]. This library implements a dynamic forest of octrees (in 
3D) or quadtrees (in 2D), enabling the domain to be viewed as a 
collection of trees that can be individually refined or coarsened. This 
structure supports massively parallel execution by leveraging SFCs, 
specifically the Z-curve (Morton order), to map the multi-dimensional 
tree structure onto a linear sequence of processes. The grid manage-
ment, as illustrated in Fig.  3, involves three fundamental operations:
refinement/coarsening, balancing, and partitioning.

1. Refinement/Coarsening: The grid resolution is dynamically 
adjusted based on user-defined criteria. As shown in Fig.  3(a–
b) for a flow past a cylinder, cells are tagged for refinement in 
regions of high velocity gradients or proximity to the immersed 
boundary.

2. Balancing: A 2:1 balance constraint is enforced for the algo-
rithm of LBM in adaptive grids. This ensures that the size ratio 
between any two adjacent cells does not exceed 2, which is 
critical for the validity of the virtual cell interpolation schemes 
described in Section 2.1.

3. Partitioning: The computational load is distributed among MPI 
processes by cutting the linear SFC segment. Because SFCs pre-
serve spatial locality, this method ensures that cells on the 
same process are geometrically close, thereby minimizing inter-
process communication volume. Fig.  3(c–f) illustrates this do-
main decomposition for three MPI ranks.

To facilitate the LBM streaming step across process boundaries, a 
layer of ghost cells is maintained (see Fig.  3(d–f)). These ghost cells 
store copies of the particle distribution functions 𝑓𝑖 from neighboring 
ranks. During each time step, a communication routine synchronizes 
these ghost layers, ensuring that the local LBM update remains con-
sistent with the global flow field. The domain partitioning used is 
not purely geometric; it employs a weighted load balancing strategy, 
assigning weights proportional to the number of sub-cycles (weight 
∝ 2level). While this effectively balances the computational collision-
stream workload across MPI ranks, it can lead to less compact partition 
geometries, increasing the communication-to-computation ratio and 
introducing a practical trade-off with MPI communication overhead. 
It should be noted that the grid management operations described 
in this section are standard implementations based on the p4est
library. They are outlined here strictly to establish the baseline adaptive 
6 
topology required to introduce the novel coupling algorithms in the 
following sections.
Algorithm 1 search_host_cell(points): Algorithm for locating the cell 
containing a Lagrangian point, where 𝑀𝐴𝑋𝐿𝐸𝑉 𝐸𝐿 = 30 refers to the 
maximum finest level for representing cells in 𝑝4𝑒𝑠𝑡
1: for 𝑝𝑜𝑖𝑛𝑡 𝐢𝐧 𝑝𝑜𝑖𝑛𝑡𝑠 do
2:  𝑖𝑠𝐹 𝑜𝑢𝑛𝑑 ← 𝑓𝑎𝑙𝑠𝑒
3:  for 𝑙𝑒𝑣𝑒𝑙 𝐢𝐧 [𝑙𝑚𝑖𝑛, 𝑙𝑚𝑎𝑥] do
4:  𝑡𝑒𝑠𝑡_𝑐𝑒𝑙𝑙 = 𝑔𝑒𝑡_𝑐𝑒𝑙𝑙_𝑎𝑡(𝑝𝑜𝑖𝑛𝑡, 𝑙𝑒𝑣𝑒𝑙) ⊳ Create a test cell based on the 

𝑝𝑜𝑖𝑛𝑡 location and 𝑙𝑒𝑣𝑒𝑙
5:  for 𝑡𝑟𝑒𝑒 𝐢𝐧 𝑡𝑟𝑒𝑒𝑠 do
6:  𝑖𝑑𝑥 ← binary_search(𝑡𝑟𝑒𝑒.quadrants, 𝑡𝑒𝑠𝑡_𝑐𝑒𝑙𝑙) ⊳ Perform a binary 
search on the given 𝑡𝑟𝑒𝑒 based on Z-order

7:  if 𝑖𝑑𝑥 ≥ 0 then
8:  𝑝𝑜𝑖𝑛𝑡.host_cell_id ← 𝑖𝑑𝑥
9:  𝑝𝑜𝑖𝑛𝑡.which_tree ← 𝑡𝑟𝑒𝑒
10:  𝑖𝑠𝐹 𝑜𝑢𝑛𝑑 ← 𝑡𝑟𝑢𝑒
11:  𝑏𝑟𝑒𝑎𝑘
12:  end if
13:  end for
14:  if 𝑖𝑠𝐹 𝑜𝑢𝑛𝑑 then
15:  𝑏𝑟𝑒𝑎𝑘
16:  end if
17:  end for
18: end for
19: function 𝑔𝑒𝑡_𝑐𝑒𝑙𝑙_𝑎𝑡(𝑝𝑜𝑖𝑛𝑡, 𝑙𝑒𝑣𝑒𝑙)
20:  𝑡𝑒𝑠𝑡_𝑐𝑒𝑙𝑙.level ← 𝑙𝑒𝑣𝑒𝑙
21:  𝑡𝑒𝑠𝑡_𝑐𝑒𝑙𝑙.x ←

⌊

𝑝𝑜𝑖𝑛𝑡.x ⋅ 2level
⌋

⋅ 2MAXLEVEL−level

22:  𝑡𝑒𝑠𝑡_𝑐𝑒𝑙𝑙.y ←
⌊

𝑝𝑜𝑖𝑛𝑡.y ⋅ 2level
⌋

⋅ 2MAXLEVEL−level

23:  𝑡𝑒𝑠𝑡_𝑐𝑒𝑙𝑙.z ←
⌊

𝑝𝑜𝑖𝑛𝑡.z ⋅ 2level
⌋

⋅ 2MAXLEVEL−level

24:  return test_cell
25: end function

3.2. Lagrangian data management

In our simulation framework, the Lagrangian phase encompasses 
four distinct categories of physical and numerical entities: (i) the point-
like particles; (ii) the representations for finite-size bodies; (iii) La-
grangian markers 𝐗𝑘 in IBM, defining the immersed boundaries; and 
(iv) internal Lagrangian points 𝐗𝑖𝑛, used for the calculation of the linear 
and angular momentum of the IBM body.

Given the potentially massive number of Lagrangian points (𝑁𝑝), a 
distributed memory approach is essential. Each MPI process exclusively 
stores and updates the particles located within its local spatial subdo-
main to ensure memory scalability. A fundamental operation in this 
coupled framework is the host cell identification: for every time step, 
each Lagrangian point must be associated with the Eulerian grid cell 
(host cell) in which it is located in. This association is a prerequisite for 
interpolating flow quantities (e.g., fluid velocity) to the particle and for 
spreading particle forces back to the fluid. On uniform structured grids, 
mapping a particle coordinate to a cell index is a trivial 𝑂(1) operation. 
However, on an unstructured or adaptive octree grid, the problem is 
non-trivial. A naive linear search, which checks every local leaf cell to 
see if it contains the particle, results in a computational complexity of 
𝑂(𝑁𝑝𝑁𝑐𝑒𝑙𝑙) (𝑁𝑐𝑒𝑙𝑙 is the number of grids). As the number of cells and 
particles grows, this approach becomes prohibitively expensive.

Following the standard algebraic search paradigm in SFC-based 
frameworks [11,12,39], the core idea is that the leaf cells are stored 
in a linearized array sorted by their Morton (Z-order) index. Therefore, 
instead of a geometric search, we perform an algebraic binary search: 
(i) Compute the leaf cell for the particle position at a given level; (ii) 
Perform a binary search over the sorted array of local leaf cells to find 
the cell that encompasses the cell; (iii) adjust the refinement level and 
repeat until the host cell is found. This strategy reduces the complexity 
from 𝑂(𝑁𝑝𝑁𝑐𝑒𝑙𝑙) to 𝑂(𝑁𝑝 log𝑁𝑐𝑒𝑙𝑙), ensuring scalability even for dense 
particle suspensions. The procedure is detailed in Algorithm 1.
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Fig. 4. Illustration of two types of parallel processes of Lagrangian points. Panels (a–c) depict the communication of Lagrangian points between neighboring 
processes. Panels (d–f) show the redistribution of Lagrangian points across different MPI processes after the mesh update. The colors of the grid cells and points 
indicate the MPI ranks to which they belong, with pink, green, and blue representing ranks 1, 2, and 3, respectively.
In a dynamic adaptive environment, particle data must be migrated 
between processors to maintain data locality. We distinguish between 
two scenarios requiring parallel communication, as illustrated in Fig.  4:

1. Post-Advection Communication (Particle Crossing): During 
a time step, particles update their positions based on the lo-
cal velocity. A particle may cross the boundary of its current 
partition. Since the time step is limited by the convergence 
condition, particles typically move only a short distance (less 
than one grid cell). Therefore, particles leaving the local domain 
will invariably land in the ghost layer region (see Fig.  3(d–f)). 
The communication strategy involves (see Fig.  4(a–c)):

• Identify particles located in ghost cells.
• Pack these particles into buffers destined for the corre-
sponding neighbor rank (owner of the ghost cell).

• Exchange data via MPI non-blocking point-to-point com-
munication.

2. Post-Refinement Redistribution (Grid Changing): When the 
mesh is refined, coarsened, or repartitioned for load balancing, 
the domain boundaries shift. A particle that was stationary may 
suddenly find itself belonging to a different MPI process because 
its host cell has been reassigned (see Fig.  4(d–f)). Unlike the 
advection case, the new owner might not be a direct spatial 
neighbor. To handle this:

• For every particle, we compute its Morton code and de-
termine the expected owner rank by comparing the code 
against the global SFC partition range of each process 
(which is available on all ranks).

• Particles that no longer belong to the local rank are col-
lected and migrated to their new owners.

Details of the procedures are illustrated in Algorithm 2. Both proce-
dures ensure that after every sub-step of the simulation, the Lagrangian 
particles are strictly resident on the process that owns their Eulerian 
host cell, preserving the efficiency of the coupled solver. To quanti-
tatively evaluate the impact of the search algorithm on the parallel 
performance, we conduct a benchmark simulation featuring a simple 
shear flow in a domain discretized by 643 grid cells, uniformly seeded 
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with 𝑁𝑝 = 107 Lagrangian point particles. Fig.  5 presents the com-
putational speedup achieved specifically during the Lagrangian data 
communication step, compared against a baseline utilizing a naive 
linear search. The results demonstrate a tremendous acceleration in the 
overall data migration process. It is worth noting that the speedup de-
clines as the number of processors increases. This is primarily because 
the local grid size per process shrinks, which reduces the computational 
burden of the naive linear search, thereby narrowing the efficiency 
gap between the two algorithms. Furthermore, at higher processor 
counts, the fixed overhead of MPI data transfer accounts for an in-
creasingly larger fraction of the total communication step, diluting 
the relative computational speedup gained solely from the optimized 
host-cell identification. This highlights that optimizing the host-cell 
identification effectively eliminates the primary bottleneck in particle 
communication, directly reflecting the algorithmic improvement from 
𝑂(𝑁𝑝𝑁𝑐𝑒𝑙𝑙) to 𝑂(𝑁𝑝 log𝑁𝑐𝑒𝑙𝑙), and thereby confirms the efficiency of the 
implemented search strategy for managing and communicating dense 
particle suspensions in parallel environments.

3.3. Auxiliary grid for efficient Lagrangian tracking

In standard LBM–IBM implementations, the Lagrangian markers 
typically interact directly with the primary fluid grid. However, in tur-
bulent flow simulations, the fluid grid often requires extensive refine-
ment in wake regions and shear layers far from the particles themselves. 
This results in a massive number of Eulerian leaf cells (𝑁𝑓𝑙𝑢𝑖𝑑), which 
significantly increases the computational cost of the host cell search 
algorithm described in Section 3.2, as the search complexity scales with 
log(𝑁𝑓𝑙𝑢𝑖𝑑 ). To overcome this bottleneck, we introduce a dual-mesh 
strategy. In addition to the primary adaptive mesh for the LBM solver, 
an auxiliary grid forest is constructed specifically for the immersed 
boundary method, leveraging the p4est_build infrastructure. As 
illustrated in Fig.  6, this auxiliary forest is structurally distinct from 
the fluid mesh: (i) Sparsity: The auxiliary grid is designed to be globally 
sparse. It remains at the coarsest possible level throughout the domain, 
except in the immediate vicinity of the Lagrangian markers in IBM. (ii) 
Targeted Refinement: Refinement in the auxiliary grid is driven strictly 
by the proximity to the IBM surface, independent of flow features like 
vorticity or velocity gradients.
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Fig. 5. The speedup of the binary searching algorithm for the Lagrangian data 
communication step compared with the communication step using plain linear 
searching.

Algorithm 2 Parallel migration and communication of Lagrangian 
points among processes. The unified procedure handles both particle 
advection and adaptation through three main phases. (I) Pre-search: 
identify outbound points by either detecting crossings into ghost cells 
(for post-advection) or querying the global SFC partition map (for post-
refinement redistribution). (II) Communication: exchange point data 
with the determined target processes. (III) Post-search: process the 
incoming points and determine the corresponding host cells in which 
they reside.
1: (I) Pre-search: Identify outbound points and target processes
2: Initialize 𝑆𝑒𝑛𝑑𝐵𝑢𝑓𝑓𝑒𝑟 and 𝑅𝑒𝑐𝑣𝐵𝑢𝑓𝑓𝑒𝑟
3: for 𝑝𝑜𝑖𝑛𝑡 𝐢𝐧 𝑝𝑜𝑖𝑛𝑡𝑠 do
4:  search_host_cell(𝑝𝑜𝑖𝑛𝑡) ⊳ Locate the local host cell of the point using 
Algorithm 1

5:  if 𝑝𝑜𝑖𝑛𝑡.host_cell_id > 0 then ⊳ A valid local host cell is found
6:  continue ⊳ Keep the 𝑝𝑜𝑖𝑛𝑡 in the local array
7:  end if
8:  𝑜𝑤𝑛𝑒𝑟𝑅𝑎𝑛𝑘 ← f ind_owner(𝑝𝑜𝑖𝑛𝑡) ⊳ Identify the owner rank of the 𝑝𝑜𝑖𝑛𝑡
(in ghost layer or on a remote process)

9:  𝑆𝑒𝑛𝑑𝐵𝑢𝑓𝑓𝑒𝑟[𝑜𝑤𝑛𝑒𝑟𝑅𝑎𝑛𝑘].push_back(𝑝𝑜𝑖𝑛𝑡) ⊳ Append the point data to 
the corresponding send buffer

10:  𝑝𝑜𝑖𝑛𝑡𝑠.erase(𝑝𝑜𝑖𝑛𝑡) ⊳ Remove this 𝑝𝑜𝑖𝑛𝑡 from the local 𝑝𝑜𝑖𝑛𝑡𝑠 array
11: end for
12: (II) Communication: Exchange data
13: Exchange buffer sizes with corresponding target processes
14: MPI_Isend∕MPI_Irecv(𝑆𝑒𝑛𝑑𝐵𝑢𝑓𝑓𝑒𝑟 ↔ 𝑅𝑒𝑐𝑣𝐵𝑢𝑓𝑓𝑒𝑟) ⊳ Perform 

non-blocking send/receive of buffers
15: MPI_Waitall() ⊳ Wait until all communication requests are completed
16: (III) Post-search: Process incoming points
17: for 𝑝𝑜𝑖𝑛𝑡 𝐢𝐧 𝑅𝑒𝑐𝑣𝐵𝑢𝑓𝑓𝑒𝑟 do
18:  search_host_cell(𝑝𝑜𝑖𝑛𝑡) ⊳ Determine the exact local host cell of the 

incoming point using Algorithm 1
19:  𝑝𝑜𝑖𝑛𝑡𝑠.push_back(𝑝𝑜𝑖𝑛𝑡) ⊳ Add the 𝑝𝑜𝑖𝑛𝑡 to the local 𝑝𝑜𝑖𝑛𝑡𝑠 array
20: end for

This strategy serves two critical purposes. First and foremost, it 
drastically accelerates the geometric search for Lagrangian points. Since 
the auxiliary forest ignores the complex refinement requirements of 
the background turbulence, its total cell count is orders of magni-
tude smaller than that of the fluid grid. Consequently, the host cell 
identification becomes significantly faster. Second, it simplifies the 
implementation of IBM-specific algorithms, enabling the Lagrangian–
Eulerian coupling to be handled independently from the fluid solver’s 
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adaptive mesh hierarchy. This separation provides flexibility in per-
forming interpolation and spreading operations without interfering 
with the data structures of the LBM solver.

4. Validations

In this section, we perform a series of simulations involving fixed 
and moving rigid particles in both two- and three-dimensional flows to 
verify the spatial convergence, accuracy, and robustness of the present 
method. The validation is carried out by comparing the numerical 
results with reference solutions available in the literature.

4.1. 2D oscillating cylinder in a quiescent fluid

To evaluate the method’s accuracy in handling moving boundaries 
with unsteady wakes, we consider the canonical problem of a circular 
cylinder oscillating in a stationary fluid. This benchmark has been 
studied experimentally and numerically by Dütsch et al. [40] and serves 
as a standard validation case for IBM implementations [32,41]. The 
cylinder, with diameter 𝐷, is initially centered in the domain and 
undergoes harmonic oscillation in the transverse direction. The velocity 
of the cylinder center, (𝑈𝑐 , 𝑉𝑐), is prescribed as:

𝑈𝑐 (𝑡) = −𝑈 cos
( 2𝜋𝑡

𝑇

)

, (23)

𝑉𝑐 (𝑡) = 0, (24)

where 𝑈 is the velocity amplitude and 𝑇  is the oscillation period. 
The flow is governed by the Reynolds number, 𝑅𝑒 = 𝑈𝐷∕𝜈, and the 
Keulegan–Carpenter number, 𝐾𝐶 = 𝑈𝑇 ∕𝐷. The grid hierarchy ranges 
from a base level 𝑙𝑚𝑖𝑛 = 7 to a finest level 𝑙𝑚𝑎𝑥 = 12. At the finest level, 
the cylinder diameter is resolved with 𝐷 = 80𝛥𝑥𝑙𝑚𝑎𝑥 .

A hybrid dynamic refinement strategy is employed to optimize 
computational resources: (i) Distance-based refinement: To ensure high 
fidelity near the moving interface, the grid refinement level is strictly 
controlled by the distance to the cylinder surface. The finest resolution 
𝑙𝑚𝑎𝑥 is enforced within a specified envelope around the Lagrangian 
markers 𝐗𝑘. Beyond this region, the grid level gradually decreases 
(coarsens) as the distance from the boundary increases. (ii) Feature-
based refinement: In the bulk flow, particularly in the wake region, 
grid adaptation is driven by the local flow gradients. Cells are tagged 
for refinement if the normalized velocity gradient exceeds a predefined 
threshold, ensuring that the shedding vortices are captured accurately 
even as they convect away from the body.

The cylinder surface is represented by 357 Lagrangian markers. 
Additionally, internal Lagrangian points are distributed within the 
cylinder’s volume. These internal markers are utilized to compute the 
rate of change of momentum of the fluid enclosed by the immersed 
boundary, which is essential for the force coupling calculation in the 
present method.

In the present study, we adopt the parameter set (𝑅𝑒 = 100, 𝐾𝐶 =
5), following Dütsch et al. [40]. We compare our simulation results 
with the experimental measurements of Dütsch et al. [40]. Fig.  7 shows 
the velocity profiles 𝑢 and 𝑣 at three distinct phases (𝜙 = 180◦, 210◦,
and 330◦, where 𝜙 = 2𝜋𝑡∕𝑇 ). The numerical predictions (solid lines) 
show excellent agreement with the experimental data (symbols) across 
all phases and locations. The method accurately captures the complex 
unsteady features, including the flow reversal and the velocity peaks 
in the wake. The temporal evolution of the drag coefficient 𝐶𝐷 is pre-
sented in Fig.  8, showing that our results closely match those reported 
by Dütsch et al. [40].

4.2. Settling of a sphere in a closed container

To validate the framework’s capability in simulating three-dimensi-
onal fluid–structure interactions with significant particle translation, 
we simulate the sedimentation of a spherical particle in a fluid-filled 
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Fig. 6. Comparison of the primary and auxiliary grid structures. (a) Representation of the grid cells: The left side shows the LBM fluid grid, which is refined in 
the wake to capture flow dynamics; the right side illustrates the auxiliary IBM grid, which is refined only near the particle interface (black line). (b) Hierarchical 
branching diagram of the corresponding octree data structures. The second-level nodes in the tree diagram correspond to the base-level cells of the LBM tree 
shown in (a). The active leaf cells are highlighted in color (green for the primary LBM tree and pink for the auxiliary IBM tree), whereas the intermediate, 
non-leaf cells are left uncolored. The auxiliary IBM tree exhibits a significantly reduced active cell count compared to the primary LBM tree, which facilitates 
much faster tree traversal and particle localization.
Fig. 7. Velocity profiles for three different phase angles (a) 𝜙 = 180◦, (b) 𝜙 = 210◦, (c) 𝜙 = 330◦ for the case 𝑅𝑒 = 100 and 𝐾𝐶 = 5. Lines are the present numerical 
results, and symbols are the experimental results by Dütsch et al. [40]. Data with different symbols indicate different locations.
container. This problem corresponds to the experimental benchmark 
provided by ten Cate et al. [42], who utilized particle image velocime-
try (PIV) to measure the particle trajectory and velocity. A sphere of 
diameter 𝐷𝑝 is released from rest in a rectangular container. The sphere 
accelerates under gravity until it approaches the bottom wall, where 
hydrodynamic lubrication forces cause it to decelerate. The problem is 
governed by the density ratio 𝜌𝑝∕𝜌𝑓  and the particle Reynolds num-
ber 𝑅𝑒 = 𝑢∞𝐷𝑝∕𝜈, based on the terminal settling velocity 𝑢∞. The 
simulation parameters for the selected test cases are summarized in
Table  1.

To comprehensively assess our framework, the simulations for this 
problem are conducted in two stages: a baseline validation for physical 
9 
accuracy, and a sensitivity analysis for computational efficiency. For 
the baseline validation of the fluid–structure interaction, we employ 
a uniformly refined grid at the maximum resolution level (𝑙𝑚𝑎𝑥 = 9). 
At this level, the sphere diameter is resolved with 𝐷𝑝 = 48𝛥𝑥𝑙𝑚𝑎𝑥 , 
which provides sufficient resolution to accurately capture the bound-
ary layer dynamics. No-slip boundary conditions are imposed on all 
container walls. We note that in the original experiment [42], the top 
boundary was a free surface. However, following previous numerical 
studies [34,43], we model the top surface as a rigid no-slip wall. Given 
the sufficient distance of the top wall from the sphere’s initial position, 
this approximation has a negligible effect on the settling dynamics. For 
the subsequent evaluation of the adaptive mesh algorithm, we utilize 
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Table 1
Physical parameters for the sphere sedimentation cases, corresponding to the 
experiments of ten Cate et al. [42].
 Case 𝜌𝑝 (kg∕m

3) 𝜌𝑓 (kg∕m3) 𝜈 (m2∕s) 𝑅𝑒  
 1 1120 965 2.2 × 10−4 4.1  
 2 1120 962 1.17 × 10−4 11.6 
 3 1120 960 6.04 × 10−5 31.9 

a dynamic octree grid with a coarse base level of 𝑙𝑚𝑖𝑛 = 7, allowing 
dynamic refinement up to 𝑙𝑚𝑎𝑥 = 9. In all simulations, we maintained 
𝛥𝑠 ∈ [0.8, 1.0]𝛥𝑥𝑙𝑚𝑎𝑥  to avoid numerical oscillations, where 𝛥𝑠 is the 
marker spacing. Furthermore, a multi-direct forcing scheme with 5 
iterations was employed to enforce the no-slip boundary condition at 
the particle interface. In this adaptive setup, refinement is applied 
dynamically based on two criteria: (i) a geometric envelope ensuring 
maximum resolution around the sphere interface, and (ii) a flow-
based criterion where cells are refined if the normalized local velocity 
gradient, |∇𝑢|∕(𝑢∞∕𝐷𝑝), exceeds a specified threshold 𝜖𝑟𝑒𝑓 . Here, 𝑢∞
denotes the reference maximum settling velocity obtained from the uni-
form fine-grid baseline. To maintain a consistent refinement sensitivity 
across the non-uniform mesh, the applied threshold is dynamically 
rescaled according to the local grid level. To avoid numerical insta-
bilities associated with under-resolved lubrication forces at the exact 
moment of impact, the simulation is terminated when the gap between 
the particle and the bottom wall falls below 2𝛥𝑥𝑙𝑚𝑎𝑥 .

Figs.  9(a) and 9(b) compare the time evolution of the settling 
velocity and the particle’s vertical position obtained from simulations 
with uniform grids against the experimental data of ten Cate et al. [42]. 
The simulation results (solid lines) show excellent agreement with 
the experiments (symbols) throughout the entire process: the initial 
acceleration, the steady settling phase, and the deceleration due to 
the wall effect. The grid convergence was performed for the 𝑅𝑒𝑝 =
32 case, which requires the highest grid resolution. As shown in the 
insets of Fig.  9 (a) and (b), the time evolution of the particle height 
and settling velocity converges asymptotically as the grid is refined. 
Quantitatively, the relative errors in terminal velocity are 3.8% and 
0.73% for 𝐷𝑝∕𝛥𝑥𝑙𝑚𝑎𝑥 = 16 and 32, respectively, when compared to the 
finest resolution of 𝐷𝑝∕𝛥𝑥𝑙𝑚𝑎𝑥 = 48. This confirms that the resolution of 
𝐷𝑝∕𝛥𝑥𝑙𝑚𝑎𝑥 = 48 yields a grid-independent solution. Note that a distance-
based refinement strategy, which enforces the finest grid level for the 
cells within a radial distance of 2𝑟𝑝 from the particle center, was applied 
to ensure the physical extent of the finest grid remained identical across 
all resolutions.

Building upon this validated baseline, we then quantify the trade-off 
between computational cost and accuracy introduced by the adaptive 
mesh by performing a sensitivity analysis on the refinement threshold 
𝜖𝑟𝑒𝑓 . A lower threshold results in a larger refined region (filling more 
of the wake), while a higher threshold leads to a sparser grid. Fig.  9(c) 
illustrates the normalized error 𝛥𝑢∞ = |𝑢𝑚𝑎𝑥 − 𝑢∞| in the maximum 
terminal velocity as a function of the refinement threshold. The results 
demonstrate that the adaptive grid method converges to the uniform 
grid solution as the threshold is reduced, allowing us to achieve high 
accuracy with a significantly reduced total cell count.

5. Application: Bubble-particle collision dynamics

In this section, we apply the proposed computational framework 
to investigate the hydrodynamics of bubble-particle collisions, a fun-
damental process governing the capture efficiency in froth flotation.

In typical flotation cells, the bubble Weber number is generally low, 
indicating that surface tension dominates over inertial forces, thereby 
maintaining the bubble’s spherical shape. Furthermore, industrial sys-
tems invariably contain surface-active agents (surfactants) and fine 
particles that accumulate at the interface. This contamination immobi-
lizes the gas-liquid interface, rendering it essentially rigid with a no-slip 
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Fig. 8. Temporal evolution of the drag coefficient (𝐶𝐷) for an oscillating 
circular cylinder for 𝑅𝑒 = 100 and 𝐾𝐶 = 5. The present results are compared 
against the numerical reference data of Dütsch et al. [40].

boundary condition [5,44,45]. Consequently, it is physically justified 
to model the bubbles as finite-size rigid spheres. This problem poses 
a unique multi-scale challenge: the bubble diameter (𝑑𝑏) is typically 
much larger than the dissipative scales of the flow, requiring fully 
resolved fluid–structure coupling (IBM), whereas the mineral particles 
(𝑑𝑝) are orders of magnitude smaller and are commonly treated as 
Lagrangian point masses. Our LBM–IBM-AMR framework is well-suited 
to overcome these inherent simulation challenges.

5.1. Bubble-particle collision in quiescent flow

We first consider the collision between a rising bubble and inertia-
less particles in a quiescent fluid. This deterministic case serves as a 
critical benchmark for validating the framework’s capability to capture 
the fine-scale hydrodynamic interactions (specifically, the interception 
mechanism) in the boundary layer.

We simulate a spherical bubble of diameter 𝑑𝑏 rising at a constant 
terminal velocity 𝑉𝑏. To facilitate long-time integration, we employ a 
reference frame attached to the bubble: the bubble is fixed at the center 
of the domain, and a uniform downward flow 𝑈∞ = 𝑉𝑏 is imposed at the 
inlet. The flow regime is characterized by the bubble Reynolds number, 
𝑅𝑒𝑏 = 𝑉𝑏𝑑𝑏∕𝜈. We focus on the range 20 ≤ 𝑅𝑒𝑏 ≤ 150, where the wake 
remains steady and axisymmetric. The particles are seeded near the 
inlet only after the flow has reached a steady state. The particles are 
seeded uniformly and randomly within a circular region, which corre-
sponds to the projection of the bubble. Since the collision efficiency is 
inherently lower than 1, particles starting outside this projected stream 
tube will hydrodynamically bypass the bubble. The initial velocities of 
the particles are set equal to the local fluid velocity at the inlet. In this 
scenario, releasing a number of 𝑂(104) particles for each particle radius 
is sufficient to achieve a high local particle number density and ensure 
the statistical convergence of the calculated collision efficiency. An 
open boundary condition is applied at the outlet, meaning particles are 
simply removed from the computation once they exit the domain. The 
particles are assumed to be weakly-inertial (Stokes number 𝑆𝑡𝑝 ≪ 1), 
meaning they follow the fluid Lagrangian trajectories. Consequently, 
collisions in this regime are exclusively driven by the interception 
mechanism, meaning a collision occurs when the finite volume of the 
small particle geometrically overlaps with the bubble. Therefore, a 
collision event is registered and counted whenever the center-to-center 
distance between a particle and the bubble falls below their combined 
radii, i.e., |𝐱𝑏 − 𝐱𝑝| ≤ 𝑟𝑝+𝑟𝑏. During the simulation, collision detection is 
performed at every time step. Once a particle collides with the bubble, 
it is counted and subsequently removed from the simulation to avoid 
repeated counting.
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Fig. 9. Comparison of numerical results (lines) with the experimental data (black open symbols) of ten Cate et al. [42] for sphere sedimentation: (a) Time 
evolution of the particle height (distance to bottom). (b) Time evolution of the vertical settling velocity. The insets in panel (a) and (b) zoom in on the time 
window 𝑡 = 0.5 − 1.5 s to highlight the spatial convergence for the 𝑅𝑒𝑝 = 32 case. (c) Normalized error in terminal velocity as a function of the grid refinement 
threshold 𝜖𝑟𝑒𝑓 , demonstrating the convergence of the adaptive method to the uniform grid solution.
Fig. 10. (a) Drag coefficient 𝐶𝐷 of the bubble as a function of Reynolds number 𝑅𝑒𝑏. The solid line represents the standard empirical correlation [47]. (b) 
Collision efficiency 𝐸𝑐 versus particle-to-bubble radius ratio 𝑟𝑝∕𝑟𝑏 for different 𝑅𝑒𝑏, demonstrating the square-law scaling. (c) The proportionality coefficient 𝛼𝑐 , 
extracted from the power-law fits 𝐸𝑐 = 𝛼𝑐 (𝑟𝑝∕𝑟𝑏)2, as a function of 𝑅𝑒𝑏. Open circles denote present simulation results; the dashed line indicates the theoretical 
prediction by Weber and Paddock [48].
A major computational challenge in this problem is the conflicting 
requirement for domain size and resolution. On one hand, the domain 
size 𝐿 must be sufficiently large to minimize blockage effects, which 
significantly alter the drag and collision dynamics at low Reynolds 
numbers. Magnaudet et al. [46] suggested 𝐿 ≥ 40𝑟𝑏 for accurate 
results. On the other hand, accurately resolving the thin boundary layer 
at the bubble surface requires a very fine mesh, with the resolution 
requirement scaling as ≃ 𝑅𝑒1∕2𝑏  [9]. Discretizing such a large domain 
uniformly with the fine resolution required at the interface would be 
computationally prohibitive. Here, the adaptive grid strategy is indis-
pensable. We set the domain size to a cubic box of length 𝐿 = 40.96𝑑𝑏. 
The grid is dynamically refined near the bubble surface (level 𝑙𝑚𝑎𝑥 = 12) 
and coarsened in the far field (𝑙𝑚𝑖𝑛 = 8). The dynamic adaptation 
in the bulk flow is driven by the normalized velocity gradient. We 
employ a refinement threshold of 𝜖𝑟𝑒𝑓 = 0.1. This specific threshold 
is selected based on the sensitivity analysis performed in the sphere 
sedimentation validation (Section 4.2), where it was demonstrated to 
yield a relative error of merely 1% compared to the uniform fine-grid 
benchmark. This configuration yields a resolution of approximately 50 
grid points per bubble radius (𝑟𝑏∕𝛥𝑥 = 50) at the interface, ensuring 
high-fidelity capture of the interception trajectories, while maintaining 
computational efficiency. The computational advantage is evident in 
the total grid count. The adaptive simulation peaked at 4 × 106 grid 
points, whereas an equivalent uniform grid would require 6.9 × 1010

grid points. This corresponds to a massive reduction in memory require-
ments, with the adaptive grid using merely 0.006% of the resources of 
a uniform approach.

We first validate the flow field by examining the drag coefficient 
for the bubble, which is defined as 𝐶𝐷 = 2𝐹𝑑∕(𝜌𝑓𝑈2

∞𝜋𝑟2𝑏) (𝐹𝑑 is the 
drag force). Fig.  10(a) compares the computed 𝐶𝐷 against the standard 
empirical correlation for rigid spheres [47]. The simulation results 
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show excellent agreement with the empirical curve, confirming that the 
adaptive mesh accurately resolves the velocity gradients at the bubble 
surface and the near-wake structure.

The collision efficiency, 𝐸𝑐 , is defined as the ratio of the number of 
particles that actually collide with the bubble to the number of particles 
flowing through the projected cross-sectional area of the bubble. It 
is important to emphasize that the current model focuses purely on 
hydrodynamics and neglects film drainage and surface forces. There-
fore, the ’collision efficiency’ evaluated in this study strictly represents 
the hydrodynamic collision probability. It should be distinguished from 
the ’attachment efficiency’ or ’capture efficiency’, which would require 
additional modeling of physical–chemical attachment and detachment 
processes. For inertialess particles, the collision is driven by the inter-
ception mechanism. At the no-slip surface, the fluid velocity vanishes, 
and the velocity profile grows linearly with distance from the wall. 
Consequently, theoretical analysis for Stokes flow predicts that 𝐸𝑐
scales with the square of the size ratio, i.e., 𝐸𝑐 ∝ (𝑟𝑝∕𝑟𝑏)2 [5]. For 
finite Reynolds numbers, Weber & Paddock [48] proposed a correction 
to account for the boundary layer thickness: 

𝐸𝑐 =
3
2

( 𝑟𝑝
𝑟𝑏

)2
(

1 +
3∕16𝑅𝑒𝑏

1 + 0.249𝑅𝑒0.56𝑏

)

. (25)

Fig.  10(b) plots the computed collision efficiency as a function of the 
size ratio 𝑟𝑝∕𝑟𝑏 for various 𝑅𝑒𝑏. A clear power-law scaling with an 
exponent of 2 is observed, consistent with the theoretical interception 
mechanism. To quantitatively evaluate the influence of the bubble 
Reynolds number, we fit the simulation data for each 𝑅𝑒𝑏 using the 
relation 𝐸𝑐 = 𝛼𝑐 (𝑟𝑝∕𝑟𝑏)2. The extracted proportionality coefficient, 
𝛼𝑐 (which effectively represents the normalized collision efficiency 
𝐸𝑐∕(𝑟𝑝∕𝑟𝑏)2), is plotted as a function of 𝑅𝑒𝑏 in Fig.  10(c). Our results 
(open circles) show good agreement with the theoretical prediction 
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Fig. 11. (a) Temporal evolution of the normalized turbulent kinetic energy comparing the adaptive grid simulation (with a moving refinement zone) and a 
uniform grid benchmark. (b) Longitudinal and (c) Transverse energy spectra. The adaptive mesh results (solid lines) closely match the uniform mesh results (red 
dashed lines) and the reference literature (blue dashed lines).
Fig. 12. Snapshot of the flow slice across the bubble center, with gravity pointing to the left. The upper half panel visualizes the instantaneous computational 
mesh, while the lower half displays the 𝑦-component of the vorticity (𝜔𝑦). Particles that are destined to collide with the bubble during the simulation are shown 
in red.
(dashed line) and are consistent with previous body-fitted mesh simula-
tions [49]. This validation demonstrates that our Cartesian-grid-based 
LBM–IBM framework, augmented by adaptive refinement, achieves 
accuracy comparable to body-fitted methods for delicate near-wall 
particle tracking problems.

5.2. Bubble-particle collision in isotropic turbulence

We now extend our framework to the simulation of bubble-particle 
interactions in homogeneous isotropic turbulence (HIT). The back-
ground turbulent flow is generated and sustained using a large-scale 
linear forcing scheme [50]. This method injects energy into the low 
wavenumbers at a rate that balances the viscous dissipation, ensur-
ing that the resulting turbulence is statistically stationary, homoge-
neous, and isotropic. The flow is characterized by the Taylor microscale 
Reynolds number, 𝑅𝑒𝜆 = 𝑢′𝜆∕𝜈, where 𝑢′ is the single-component root-
mean-square (r.m.s.) fluid velocity and 𝜆 =

√

15𝜈𝑢′2∕𝜀 is the Taylor 
microscale, with 𝜀 being the mean energy dissipation rate.

Before introducing the dispersed phases, it is imperative to verify 
that the dynamic grid adaptation does not introduce spurious artifacts 
or degrade the spectral properties of the turbulence, i.e., specifically the 
transfer of energy across refinement boundaries. To this end, we per-
form a precursor simulation in a cubic domain with periodic boundary 
conditions. Instead of a physical bubble, we impose a ‘‘phantom’’ spher-
ical refinement region with a radius of 10𝜂 (where 𝜂 is the Kolmogorov 
length scale) that translates through the domain. This forces the grid 
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to dynamically refine to level 𝑙𝑚𝑎𝑥 = 10 inside the sphere and coarsen 
to 𝑙𝑚𝑖𝑛 = 8 outside, mimicking the mesh topology of a moving bubble 
simulation. The target Reynolds number is set to 𝑅𝑒𝜆 = 64.

Fig.  11(a) compares the time evolution of the normalized mean 
kinetic energy, ⟨𝑢𝑖𝑢𝑖∕2⟩∕𝑢2𝜂 , obtained from the adaptive grid simu-
lation against a benchmark simulation using a uniform static grid 
at level 𝑙 = 8. The adaptive case maintains the same stationary 
energy level as the uniform case, confirming that the dynamic re-
finement process is energy-conservative. Furthermore, the longitudinal 
and transverse energy spectra, shown in Figs.  11(b) and (c), exhibit 
excellent agreement between the adaptive and uniform grid results. 
Both spectra correctly reproduce the dissipative range scaling con-
sistent with literature data [51]. This validation confirms that our 
adaptive framework can sustain realistic turbulent fluctuations without 
introducing numerical dissipation or aliasing errors at grid interfaces.

Having validated the carrier phase, we proceed to the full appli-
cation of bubble-particle collisions. We seed 20 fully contaminated 
bubbles (corresponding to a volume fraction of 0.5%) and 106 inertial 
point particles into the developed turbulence at 𝑅𝑒𝜆 = 64. Note that 
the 106 point particles serve as non-interacting statistical probes. Due to 
the one-way coupling, their independent trajectories act as an ensemble 
average, which accelerates the statistical convergence of rare collision 
events without compromising the dilute assumption. The size ratio 
between the particles and bubbles is 𝑟𝑝∕𝑟𝑏 = 0.1. The bubbles are 
resolved with 40 grid points per diameter (𝑑𝑏∕𝜂 = 5) at the maximum 
refinement level 𝑙 = 10, while the background turbulence is captured 
𝑚𝑎𝑥
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Fig. 13. (a) Strong scaling performance of the turbulent application. Here, the speedup is evaluated relative to the 32-processor baseline, defined as 𝑆𝑝𝑒𝑒𝑑𝑢𝑝(𝑁) =
𝑡(32)∕𝑡(𝑁), where 𝑡(𝑁) is the computational time using 𝑁 processors. The solid line represents the ideal speedup. (b) Weak scaling performance from 16 to 1024 
cores. To maintain a constant workload per core, the domain volume and the number of resolved bubbles are scaled proportionally (from 1 bubble on 16 cores 
to 64 bubbles on 1024 cores). The stacked bar chart (left axis) displays the absolute wall-clock time per step broken down by major algorithmic components, 
while the dotted line (right axis) represents the overall weak scaling efficiency.
at 𝑙𝑚𝑖𝑛 = 8. It should be noted that a full-scale production case 
typically involves higher 𝑅𝑒𝜆 and domain sizes, demanding higher com-
putational resources. Consequently, the current setup is designed as a 
scaled-down, representative test case. Despite the reduced parameters, 
this configuration retains all the essential multiscale complexities of 
the physical process, serving to strictly demonstrate the framework’s 
coupled capabilities. Because the simulation domain is fully periodic 
in all directions, the non-zero net vertical force (buoyancy) acting on 
the rising bubbles would induce a continuous, unphysical acceleration 
of the bulk fluid. To prevent this artificial mean flow and ensure the 
turbulence remains statistically stationary, we require the net force ex-
erted by the dispersed phase on the fluid to be zero on average [52,53]. 
This is achieved by subtracting the instantaneous spatial average of the 
IBM forcing field from the local forcing at every time step: 
𝐅(𝐱, 𝑡) = 𝐅𝑖𝑏𝑚(𝐱, 𝑡) − ⟨𝐅𝑖𝑏𝑚

⟩𝛱 (𝑡), (26)

where ⟨𝐅𝑖𝑏𝑚
⟩𝛱 (𝑡) = 1

‖𝑉𝛱 ‖

∫ 𝐅𝑖𝑏𝑚(𝐱, 𝑡)d𝐱 represents the mean force 
density over the entire domain volume 𝑉𝛱 . It should be noted that 
the particles and bubbles are not neutrally buoyant. The density ratio 
of the large fully contaminated bubbles to the fluid is set to 𝜌𝑏∕𝜌𝑓 =
0.001, while for the small particles, it is 𝜌𝑝∕𝜌𝑓 = 5. To overcome the 
added-mass instability induced by such large density disparities for the 
lightweight bubbles, the rigid body motion is solved using the robust 
semi-implicit coupling scheme described by Ref. [54].

With this numerical configuration, we evaluate the interaction dy-
namics. Fig.  12 presents a cross-sectional snapshot through a bubble 
center, with the gravity vector pointing to the left. We explicitly mark 
the particles that eventually collide with the bubble in the subsequent 
time steps in red. It is clearly observed that the turbulent fluctuations 
sweep the particles and the colliding particles come from a broad, 
irregularly shaped upstream region ahead of the bubble, compared to 
the deterministic trajectories in quiescent flow conditions.

5.3. Computational performance and scalability

To demonstrate the parallel scalability of the current framework, 
we evaluate both its strong and weak scaling performances. Note that 
strong scaling measures the speedup for a fixed total problem size, 
whereas weak scaling assesses the efficiency when the problem size 
scales proportionally with the number of processors. First, Fig.  13(a) 
evaluates the strong scaling performance of the full large-scale applica-
tion (described in Section 5.2) up to 1024 processors. As the number 
of processors increases, the computational load becomes increasingly 
heterogeneous, given that the intensive IBM operations and dense local 
grids are strictly tied to the dynamic bubble locations. Despite this 
inherent dynamic load imbalance, the continuous re-partitioning of 
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the p4est octree ensures that the overall speedup remains robust, 
deviating moderately from the ideal linear scaling curve at the highest 
core counts.

To further substantiate the framework’s capability and provide a 
detailed computational cost breakdown, a systematic weak scaling test 
was conducted scaling from 16 up to 1024 CPU cores. To maintain a 
constant computational workload per core, the problem size was scaled 
proportionally with the number of MPI ranks. Specifically, the baseline 
case on 16 cores simulated a single finite-size bubble (𝑟𝑏∕𝛥𝑥𝑙𝑚𝑎𝑥 = 40) 
within a domain of refinement levels 𝑙𝑚𝑖𝑛 = 7 to 𝑙𝑚𝑎𝑥 = 9, where 5× 104

point-like particles are seeded uniformly in space. For the 128-core and 
1024-core cases, the domain volume was increased by factors of 8 and 
64, by raising the grid levels to (𝑙𝑚𝑖𝑛 = 8, 𝑙𝑚𝑎𝑥 = 10) and (𝑙𝑚𝑖𝑛 = 9, 𝑙𝑚𝑎𝑥 =
11), respectively. Correspondingly, the number of resolved bubbles was 
increased to 8 and 64, while the number of point-like particles was 
scaled proportionally to 4 × 105 and 3.2 × 106. A fixed distance-based 
refinement criterion (< 2𝑟𝑏) was employed to ensure consistent local 
load distribution. Fig.  13(b) shows the weak scaling results, illustrated 
by a stacked bar chart of the wall-clock time per step 𝛥𝑡𝑙𝑚𝑖𝑛  divided by 
algorithmic components along the left-axis. The parallel efficiency is 
indicated by the right-axis of the figure. The framework demonstrates 
excellent scalability with a weak scaling efficiency of 94% at 128 
cores and 84% at 1024 cores. The profiling breakdown reveals that the 
core computational routines consume a nearly-constant wall-clock time 
across all core counts. This confirms that the host-cell search algorithm 
and the auxiliary grids effectively prevent Lagrangian tracking from 
becoming a parallel bottleneck. It is worth noting that a slight increase 
in the wall-clock time for the IBM operations is observed at higher 
core counts. This occurs because the IBM routine includes the rigid-
body time-stepping of the finite-size bubbles. Integrating the equations 
of motion requires accumulating hydrodynamic forces and torques 
distributed across the MPI context, which necessitates global reduction 
operations (e.g., 𝑀𝑃𝐼_𝐴𝑙𝑙𝑟𝑒𝑑𝑢𝑐𝑒). Consequently, as both the number of 
bubbles and MPI ranks increase, the communication overhead inherent 
in these global reductions naturally causes an increase in the IBM 
computational time. Overall, these strong and weak scaling results 
confirm that the present methodology is scalable and suited for massive 
multi-scale particle-laden flow simulations.

6. Conclusions

In this work, we have presented and validated a scalable com-
putational methodology designed for the simulation of multiphase 
flows involving dispersed phases with large scale disparities. The com-
putational framework couples the lattice Boltzmann method for the 
fluid dynamics, the Lagrangian particle tracking for point-like advected 
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particles, and the immersed boundary method for finite-size mov-
ing bodies, all integrated within a dynamically adaptive octree grid 
structure managed by the p4est library.

The primary objective was to overcome the computational bot-
tlenecks associated with resolving thin boundary layers around large 
fast-rising or settling particles (e.g., bubbles) while simultaneously 
tracking massive numbers of microscopic inertial particles in a turbu-
lent background flow. The key contributions and findings of this study 
are summarized as follows: First, we implemented a robust integrated 
methodology between the LBM and adaptive mesh refinement. By 
employing a volumetric, cell-centered data structure with recursive 
time-stepping, we ensured strict conservation of mass and momen-
tum across coarse-fine grid interfaces. The local grid refinement is 
based on flow gradients, concentrating computational resources solely 
where high resolution is required. Second, to address the challenge 
of Lagrangian particle tracking on distributed, unstructured grids, we 
used an efficient parallel algorithm based on Space-Filling Curves. By 
using the Morton ordering of the octree, the host-cell search algorithm 
achieves a logarithmic complexity of 𝑂(𝑁𝑝 log𝑁𝑐𝑒𝑙𝑙), significantly out-
performing bare geometric searches. Third, the accuracy and fidelity 
of the framework were rigorously validated against canonical bench-
marks. In the case of an oscillating cylinder, the method accurately 
captured the unsteady forces and wake structures. In the sphere sed-
imentation case, the simulated trajectories matched experimental data. 
Finally, the framework was applied to the fundamental problem of 
large-bubble small-particle collisions in flotation dynamics. The sim-
ulation of a rising contaminated bubble interacting with inertialess 
particles successfully reproduced the theoretical interception mecha-
nism, recovering the expected 𝐸𝑐 ∝ (𝑟𝑝∕𝑟𝑏)2 scaling law and matching 
the theoretical predictions. Furthermore, the code was applied to the 
flow configuration of homogeneous and isotropic turbulence, simulat-
ing fully resolved bubbles interacting with 106 inertial point particles. 
Most notably, the AMR strategy showcased immense efficiency in this 
complex scenario: the adaptive grid reduced the required computa-
tional resources by two orders of magnitude for the turbulent test 
case while maintaining efficient parallel performance. Moreover, the 
computational advantage is expected to become more pronounced at 
higher 𝑅𝑒𝜆 and bubble 𝑅𝑒𝑏, where the scale separation between the tur-
bulence and the thin boundary layers inherently widens. In summary, 
the proposed LBM–IBM–AMR framework offers a powerful tool for in-
vestigating complex fluid–structure interactions where scale separation 
and computational efficiency are limiting factors. Our purely geometric 
collision model neglects short-range lubrication forces. Standard lubri-
cation models introduce a contact singularity that requires arbitrary 
micro-physical parameters (e.g., surface roughness) to regularize. To 
avoid such parameterizations within our macroscopic framework, we 
omit these forces. Thus, our results represent an idealized hydrody-
namic upper bound, with regularized sub-grid lubrication reserved for 
future work.
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